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Motivations
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Data has been growing exponentially
search is crucial

Non-text data dominates data volume
Audio, video, digital photos, scientific sensor data
Noisy and high-dimensional

Current tools are inadequate
limited to text based search
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Similarity Search Problem
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Similarity search
Given a query object, finding similar objects
(containing similar features)

Distance function d( X, Y ) between objects
K-nearest neighbor (KNN)
Approximate nearest neighbor (ANN)

Challenges
Mathematical approximation of human perception of similarity
High-dimensional search is limited by “curse of dimensionality”



Content-Aware Search Systems Project
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How to extract information from data?
Segmentation and feature extraction
Leverage domain knowledge

How to build scalable content-based search systems?
Similarity match instead of exact match
Novel data structures to overcome “Curse of dimensionality”

Initial goals
Study compact data structures for high-quality and efficient
content-based similarity search
Leverage recent progress of theoretical studies on sketches
Build a toolkit for research and search tool construction



Sketching Paradigm
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Construct compact representation (sketch) of data such 
that

Interesting functions of data can be computed from 
compact representation 
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Project Status

7

Ferret: a toolkit for content-based similarity search
Focus on handling large datasets and multiple data types
Software platform for research and collaboration

Sketch construction
Reduce feature vector sizes by an order of magnitude
Experimented with 4 data types (images, audio, 3-D shapes and genomic 
data)

Filtering and indexing
Sketch-based filtering
Locality sensitive hashing for indexing

• Substantial improvement over previous proposals



Ferret: A Content-Based Similarity Search Toolkit

8



Core Similarity Search Engine
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Object Representation & Distance Function

10

Multi-feature 
representation
Distance function

E.g. Earth Mover’s 
Distance (EMD)

Sketching 
techniques



Search Quality vs. Sketch Size
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Sketch Size Sketch Size

VARY 
Image

64 bits (7:1) 88 bits (5:1)

TIMIT 
Audio

250 bits (6:1) 450 bits (3:1)

PSB 3D 
Shape

200 bits (87:1) 600 bits (29:1)



Multi-Feature Filtering
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Two-step query processing
Filtering step

• Quickly filters out “bad” answers
• Generates a small candidate set

Similarity ranking step
• Uses multi-feature object distance function
• Computes distance for each candidate object
• Returns k nearest objects

Criteria in picking candidate objects
Has at least one segment that is close enough to one of the 
top segments of the query object



Multi-Feature Filtering
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Locality Sensitive Hashing (LSH)
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Similar objects more likely to hash to the same 
bucket



LSH based indexing

15

))(,),(()( ,1, vhvhvg Miii L=

},,{ 1 LggG L=

[IM98, GIM99, DIIM04]
M hash functions per table
L hash tables



Image Similarity Search
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Segmentation
JSEG segmentation tool from UCSB

Feature extraction
14-d features: 9-d color moments and 5-d bounding box
Segment weight: square root of segment size

Distance functions
Segment distance: weighted ℓ1 distance
Object distance: EMD



Attribute-Based Search of Corel Dataset
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Content-Based Search Results
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Audio Similarity Search
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Segmentation
Utterance level segmenter, human marked word boundary

Feature extraction
32 windows x 6 MFCC parameters = 192 features
Segment weight: proportional to segment length

Distance functions
Segment distance: ℓ1 distance
Object distance: EMD 



3D Shape Similarity Search
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Segmentation
32 decomposing spheres

Feature extraction
Spherical harmonic descriptor (SHD)
32 x 17 = 544 dimensions

Distance functions
Segment distance: ℓ1 distance
Object distance: same as segment distance



Gene Expression Similarity Search
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Segmentation 
Gene expression microarray data: one gene per row

Feature extraction
Gene expression values

Distance function
Pearson correlation, spearman correlation, ℓ1 distance



Summary
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Clear need for content-aware search systems
Ferret toolkit

A step towards building content-aware search systems
Software infrastructure for research and collaborations

Many interesting research problems
Some current directions

Parallel implementation
• Multicore architecture as well as cluster environment

Usable end system for public release

http://www.cs.princeton.edu/cass/
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